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Abstract

The increasing cost of energy and the worldwide desire to reduce CO2 emissions has raised concern about
the energy efficiency of information and communication technology. Whilst research has focused on data
centres recently, this paper identifies office environments as significant consumers of energy. Office envi-
ronments offer a great potential of energy savings, given that office hosts often remain turned on 24 hours
per day while being underutilised or even idle. This paper describes a virtualized office environment that
virtulizes office resources to achieve an energy-based resource management. The resource management
stops idle hosts from consuming resources and consolidates utilised services on office hosts. Particularly,
this paper develops an energy consumption model that is able to estimate the energy consumption of hosts
and network within virtualized and ordinary office environments. The model is used to prove the energy
efficiency of the suggested approach analytically and to evaluate it using a discrete-event simulation.
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1. Introduction

The energy consumed by data centres runs in the billions of Euros [1, 2]. Therefore, various solutions
have been suggested to reduce the need for server hardware and energy consumption. Service virtualiza-
tion and consolidation, e.g., are widely applied to data centres today and also cloud computing has been
introduced as an inherently energy efficient data centre architecture [3]. However, not only data centre
equipment consumes energy within enterprises and public administration. Also end-devices located outside
of data centres are contributing to a large portion of the IT-based electricity consumption [4]. According to
a report commissioned by the German government [5], the energy consumption of IT equipment in German
enterprise office environments summed up to about 6 TWh in 2007. This amounts to 68% of the energy
consumption caused by data centre equipment (about 9 TWh) in the same year. These numbers indicate that
office environments are a highly lucrative area to save energy.

Within office environments, especially, office hosts contribute significantly to the IT related energy
consumption. On one hand, there are a high number of such hosts because each employee typically has
his own host. On the other hand, office hosts are often turned on without being utilised by a user. Often,
office hosts remain turned on 24 hours a day. Even if such hosts are mostly idle (CPU usage of 0%)
during the time they are running, it is important to see that they still consume a considerable amount of
energy. Measurements that have been performed at the University of Sheffield [6] show that typical office
hosts which are idle still consume 49% to 78% of the energy that they need when they are intensely used,
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leading to an immense waste of energy. However, not only idle hosts waste energy. Even when users
access hosts, the hosts remain often underutilised in terms of CPU load by typical office applications as text
processing, web browsing, or mailing don’t significantly utilise today’s office hosts. This indicates that idle
and underutilised office hosts provide a high potential of energy savings.

Several approaches have been suggested that deal with the high energy consumption of hosts in office
environments, ranging from the enforcement of office-wide power-management policies (e.g., KBOX1) to
thin-client/terminal server (e.g., Citrix XenApp2) or virtual desktop infrastructure (VDI) solutions (e.g.,
VMWare View3), where the user’s services are consolidated within the data centre. However, whereas the
consolidation of office services on servers is successfully applied today, a consolidation within the office
environment hasn’t been considered, yet. This paper describes the architecture of a virtualized office en-
vironment and suggests an energy consumption model for office environments. The architecture achieves
both, an office wide power management and the consolidation of services on office hosts. The suggested
energy consumption model is able to estimate the energy consumption of hosts and network within office
environments. The model enables the energy-related comparison of ordinary and virtualized office envi-
ronments, considering the energy-efficient management of services. Based on this model, this paper shows
that the suggested virtualized office environment consumes significantly less energy than ordinary office
environments in various user and office scenarios.

The remainder of this paper is structured as follows: Section 2 discusses related power-consumption
models. Section 3 describes the energy-efficient virtualized office environment architecture. Section 4
suggests an energy consumption model for office environments. Section 5 analytically proves the energy
efficiency of the suggested virtualized office environment and illustrates its energy consumption, based on
a discrete-event simulation. Section 6 concludes this paper.

2. Related Work

The constant power model predicts a constant power consumption [7], regardless of a certain utilisation
of a host Ph = C0, where C0 is the mean power that is consumed by the host when it is utilised by typical
applications. The linear CPU dependent model predicts the power consumption according to the host’s CPU
utilisation [1]. The power consumption is estimated by Ph = Ch

idle+Wh
cpu∗l

h
cpu, where Ch

idle models the power
consumption of a host when it is idle, Wh

cpu is a CPU weighing factor that maps CPU utilisation to power
consumption and 0 ≤ lhcpu ≤ 1 is the CPU utilisation of the host. The CPU and disc utilisation model predicts
the power consumption of hosts similar to the linear CPU dependent model, while taking also the utilisation
of the disc into account [8]. The power consumption is estimated by Ph = Ch

idle + Wh
cpu ∗ lhcpu + Wh

disc ∗ lhdisc,
where Wh

disc is a disc weighing factor that maps disc utilisation to power consumption and 0 ≤ lhdisc ≤ 1
is the disc utilisation of the host. Disc I/O and transfer models consider the dynamic power consumption
of the disc by using the number of I/O requests or the number of disc transfers as parameters. The CPU,
disc, and network interface card utilisation model considers CPU, hard disc and network interface card
as the main consumers of power [9]. The power consumption is estimated by Ph = Ch

idle + fcpu(lhcpu) +

fdisc(lhdisc) + fnic(lhnic), where Ch
idle = Ccpu

0 + Cdisc
0 + Cnic

0 models the power consumption of a host with idle
components, lhcpu, lhdisc, and lhnic model the utilisation of the different devices, and the functions f map the
load of the devices to power consumption. Performance counter models additionally look at performance

1KBOX: http://www.kace.com/solutions/power management.php
2Citrix XenApp: http://www.citrix.com/XenApp
3VMWare View: http://www.vmware.com/products/view
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counters [10] of the system, as far as available (e.g., the amount of instruction-level parallelism, the activity
of the cache hierarchy, or the utilisation of the floating-point unit). Also power consumption models of
distributed architectures have been suggested: Vereecken et al. [9], e.g., have suggest a thin client/terminal
server model that is an end-to-end power-consumption model concerning the thin client/terminal server
paradigm. Seo et al. [11] suggest a component/connector model that can be used to predict the power
consumption of different architecture styles (e.g., client/server, peer-to-peer, publish/subscribe).

Of all discussed models, the linear CPU dependent model [1] is adopted to office environments in
this paper. It represents a simplistic and easily computable approach that allows to estimate the power
consumption of ordinary and virtualized office environments. This approach doesn’t impose the need for
information about detailed utilisation of components or complex mappings of load to energy consumption.
Furthermore, Rivoire et al. [7] have found that the linear CPU dependent model is able to estimate the
power consumption of hosts within 10% mean accuracy, which is suitable to estimate an offices power
consumption. Also, the network model, as it is described in [9], is a suitable candidate to be adopted
to office environments. It aims at office environments and represents a simplistic and easy computable
solution without complex mappings of load to energy consumption that provides good accuracy [9].

3. A Virtualized Office Environment

The working environment a user finds when he powers on his office host is called personal desktop
environment (PDE) in this paper. A PDE typically consists of operating system, applications, and the user’s
personal configurations. Users are able to access their PDE locally within the office and they are also able
to access it remotely (e.g., via remote desktop software) from outside the office. Hosts that are turned on
within the office environment are called active in this paper, suspended (hibernated) hosts and hosts that are
turned off are called passive. Office hosts aren’t only active while being locally accessed by users. They are
also often turned on without users sitting in front of them. This happens for short time periods, e.g., if users
are in meetings, do telephone calls, have lunch or coffee breaks. It also happens for longer periods of time:

• Remote access: Users access their hosts from their home or they access it from a customer’s office,
when they are working externally. In this case users leave their host turned on to be able to access
it remotely. Remote access is often needed to access office specific applications and personal data
that aren’t accessible from outside of the office (e.g., email accounts, text documents, addresses of
customers, data in data bases, or special office/graphics/business applications).

• Overnight jobs: Users run jobs over night (e.g., downloads). Also administrators often run overnight
jobs as nightly backups or virus scans.

• Carelessness: Users forget to turn their hosts off when they leave the office or users do not want to
power them up in the next morning.

Webber et al. [12] have analyzed sixteen office sites in the USA and reported that 64% of all investigated
office hosts where running during nights (only 4% had switched to a low-power state) and 36% had manually
been turned off. This means there is a high potential of energy savings that can be exploited by stopping
idle hosts from consuming energy and by consolidating utilised PDEs within the office.

To enable an energy efficient management of PDEs and hosts, PDEs are virtualized based on system
virtualization and a peer-to-peer (P2P) overlay within the virtualized office environment. Each PDE is
encapsulated within a virtual machine (VM) to enable migration and consolidation. According to hosts,
PDEs in VMs can be turned on (active PDE) or be suspended/turned off (passive PDE), where only active
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PDEs consume resources on hosts. Passive PDEs, in contrast, reside on the hard-disc of a host, without
consuming further resources. The P2P overlay logically interconnects active office hosts and establishes a
distributed management that enables the mediation of PDEs and office resources. The P2P overlay consists
of management instances that are encapsulated within VMs (similar to PDEs). Each management instance
(MI) is responsible for the management of a set of hosts within the office environment, where only active
hosts are the peers of the P2P overlay. This virtualization approach provides the flexibility to perform
energy-based management within the office environment: The MIs allocate PDEs to hosts, stop unutilised
PDEs from consuming resources on hosts and consolidate utilised PDEs on a small number of office hosts.
This increases the utilisation of some hosts, whereas other hosts are automatically turned off to save energy.
The P2P overlay is described in detail in [13].

MIs are always active (they are never turned off) and can be migrated from host to host for consoli-
dation without restrictions within the office environment. The consolidation of active PDEs, however, is
constrained by the behaviour of office users in terms of local or remote access: If a user is locally accessing
his host it can’t be migrated. However, this host is still able to provide free resources to other PDEs. PDEs
that are non-locally used however (remote access or job), can be migrated for consolidation. In addition to
these user-based requirements, the consolidation of MIs and PDEs is further limited by resource require-
ments of VMs and resource capacities of hosts. Especially the RAM of office hosts is a limiting factor for
the number of MIs and active PDEs that a host is able to process simultaneously. It is assumed in this paper
that MIs and active PDEs have an average weight in terms of resource consumption (particularly a fixed
RAM size) and each host within the office environment is able to process a fixed number of PDEs. This
assumption is based on the fact that all PDEs are used within the same office environment, where users
show a comparable behaviour and use similar applications. The host capacity ch, with ch ≥ 1, limits the
number of active PDEs that are processed simultaneously by a single host. In ordinary office environments
the host capacity is considered to be ch = 1 because no consolidation is applied.

Although, the virtualized office environment aims at similar goals as terminal server approaches and
VDI solutions, there are main differences: Terminal server and VDI solutions impose severe changes to
the office environment: Thin clients replace full featured office hosts and costly and energy consuming
data centre equipment is needed. The virtualized office environment, in contrast, utilises available office
hosts that provide more features to users than thin clients (e.g., high-performance graphic cards). Further-
more, the virtualized office environment achieves a consolidation without imposing any need for data centre
equipment, which may not be available to small or medium sized office environments.

Figure 1: Ordinary and virtualized office environment with ch = 3

Figure 1 shows the transition from an ordinary to a virtualized office environment. In the illustrated
example, 4 users are working locally at their host, 3 users are using their PDE non-locally, 1 user has
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turned his PDE off manually, and 2 PDEs are idle. The ordinary office environment, as it is illustrated in
Figure 1 (a), needs to provide each PDE on a single host. Therefore, 7 hosts are turned on to provide all
active PDEs. Figure 1 (b) illustrates a similar situation in the virtualized office environment, with a host
capacity of ch = 3. Although the number of active PDEs is the same as in Figure 1 (a), only four hosts
are actually turned on. The upper right host, e.g., is providing two active PDEs to users simultaneously: A
locally utilised PDE and a non-locally utilised PDE. In addition, a suspended PDE (which currently doesn’t
consume resources) is located on the host. Furthermore, an MI and the overlay network of the P2P approach
is illustrated in Figure 1 (b). It can be observed that only the hosts that are currently turned on are part of
the P2P overlay and exchange management information.

Energy-efficient management within the office environment can only take place under the precondition
that it is applied without considerably interrupting the day to day work of users. The virtualization of PDEs
reduces the overall performance as the virtualization approach consumes host resources itself. Fortunately,
current developments of soft and hardware, are more and more reducing this virtualization-based overhead
(current CPUs, e.g., typically provide virtualization support). However, also the suggested PDE manage-
ment causes overhead within the virtualized office environment: The PDE isn’t always available to the user;
When the host on which the PDE resides is turned off, or the PDE has been migrated to another host, then
the PDE needs to be restarted/migrated back first, before the user can continue his work. This means that the
service availability has been reduced by the management within the office environment. Power management
features of ordinary office environments faces similar problems: Typically, idle hosts are suspended to save
energy and need to be resumed, before the user is able to continue his work. To avoid a major reduction of
service availability, the suspension isn’t performed immediately when a host becomes idle. Instead, hosts
are suspended after a critical time period ct, which is configurable by the user. This critical time period
is adopted within the virtualized office environment and used to delay the suspension and the migration of
PDEs. Optimal values of the parameter ct depend on the specific office scenario in terms of user behaviour,
hardware properties, and virtualization overhead within an office environment and need to be determined for
a specific scenario. Due to space limitations the architecture can’t be fully described in this paper. Further
details on office virtualization and delta-encoding-based migration of PDEs are described in [14, 15, 13].

4. Energy Consumption Model

This section presents an energy consumption model that is able to estimate the energy consumption of
ordinary offices as well as of the virtualized office environment and enables their comparison.

Similar to terminal server and VDI approaches, the virtualized office environment focuses on the energy
consumption of hosts and network within office environments as the energy consumption of these compo-
nents is directly affected by the suggested architecture. Specifically, it reduces the energy consumed by
PDEs that are provided by stationary hosts within the office. The energy consumed outside of the office en-
vironment (e.g., by using laptops for remote access) isn’t considered as well as the energy consumption of
non-office network equipment. The outside energy consumption isn’t changed by the suggested architecture
and depends solely on the user’s behaviour. Also, the model excludes further energy consumers within the
office, as peripheral devices (e.g., monitors, printers, or scanners), other office equipment (e.g., IP-phones),
or the working environment (e.g., light, heating, or cooling).

4.1. Host power consumption model
The power consumption of an active office host depends on its idle power consumption that is con-

sumed while the host is completely unloaded and its load in terms of CPU load, disc I/O, and network
I/O. Therefore, the power consumption characteristic Ph(t) of an active host h at time t can be defined as
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Ph(t) = Ch
idle + f h(lh(t)), where Ch

idle is the idle power consumption, lh(t) is the load of the host at time t, with
0 ≤ lh(t) ≤ 1, and f h is a function that maps the load of the host to its power consumption. The maximum
possible power consumption Ch

max of a fully loaded host calculates as Ch
max = Ch

idle + f h(1).
According to the host power consumption model discussion of Section 2, the linear CPU dependent

model [1], is a high-level model that provides sufficient accuracy [7] to predict the power consumption
of typical office hosts when they are active, according to their load. The linear CPU dependent model
identifies the CPU load as the main indicator to predict the power consumption of a host and defines a linear
relation between load and power consumption. The linear CPU dependent model is defined as f h(lh(t)) =

Wh
cpu ∗ lhcpu(t), where lhcpu(t) is the CPU load at time t, with lh(t) = lhcpu(t), and Wh

cpu = Ch
max − Ch

idle is the
CPU weighing factor. Wh

cpu depends on the host type and maps CPU load to power consumption.
In order to fully describe the power consumption of an office host, the linear CPU dependent model

needs to be extended. Load models (see Section 2) focus only on active hosts, i.e., the time period when
hosts are turned on and process workload. This is typically sufficient for servers that are usually turned on
and utilised on a 24/7 basis. Office hosts, however, may be loaded with office applications at one time or be
turned off (OFF) or be suspended to a low-power state (SUSP) at another time.

In contrast to servers, an office host has two additional states with constant power consumption: Ch
o f f is

the power that is consumed while the host is turned off (OFF state) and Ch
susp is the power that is consumed

while the host is in a low-power state (SUSP state). The power consumption characteristic Ph(t) of an office
host h at time t according to a host’s energy states st(h) ∈ S := {ON, S US P,OFF} is defined as

Ph(t) =


Ch

o f f if st(h) = OFF,

Ch
susp if st(h) = S US P,

Ch
idle + Wh

cpu ∗ lhcpu(t) if st(h) = ON,

(1)

where the last line represents the power consumption of an active host with varying load. To eliminate the
different cases of Equation (1), an alternative notation of is introduced: Let 1A(s) be the indicator-function
of A ⊆ S , where 1A : S → {0, 1} with

s 7→

1 if s ∈ A,
0 else.

Using the indicator-function 1A(s), Equation (1) can be transformed to

Ph(t) = 1{OFF}(st(h)) ∗Ch
o f f + 1{S US P}(st(h)) ∗Ch

susp + 1{ON}(st(h)) ∗ (Ch
idle + Wh

cpu ∗ lhcpu(t)). (2)

In the ordinary office environment PDEs and hosts are strictly coupled: The energy state of a host depends
on a single PDEs it provides. Within the virtualized office environment, a host h is active at time t (st(h) =

ON), if it processes active PDEs pi, i ∈ {1, ..., n}, MIs mk, k ∈ {1, ...,w}, or if it is the source of a migration
and passive hosts are suspended (SUSP) within the virtualized office environment (see Section 3).

To model the power consumption of an ordinary host, the workload of a host needs to be defined. It
is important to see that the workload of a PDE is caused by the work of a single user, where typical office
applications (e.g., text processing or web surfing) cause only moderate load on a host. The individual
behaviour of a single user, however, causes dynamic load variations that are hard to predict. Dynamic user
behaviour is already covered by modelling idle PDEs and PDEs that are turned off. Detailed workload
variations caused by short term changes in user behaviour (of a single user), however, are not considered
in this model, as their impact on the overall energy consumption is only moderate. Instead, the workload
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that is caused by an active PDE is modelled as an average constant load Lp
cpu and is determined by the load

created by typical office applications. The workload 0 ≤ lp
cpu(t) ≤ 1 is defined as

lp
cpu(t) =

0 if the PDE is passive at time t,
Lp

cpu else.

In contrast to ordinary hosts, virtualized hosts need to be able to process more than a single PDE. A
PDE can be located on an active host, while being active or passive (according to Equation (3)). A passive
PDE, however, doesn’t create load on any host. Therefore, the workload of a virtualized host is different
from the workload of an ordinary host and related to the number of active PDEs that are processed by a
host. Let QP

t (h) be the set of PDEs P := {p1, ..., pn} that is located at host h at time t. The PDE workload of
a virtualized host at time t is defined as

∣∣∣∣QP
t (h)

∣∣∣∣∗ lp
cpu(t). In addition to the workload created by PDEs, load is

also created by virtualization methods and PDE management. The overhead that is created by virtualization
and management within the office environment consists of:

1. Management load: In addition to PDEs, also MIs need to be processed in the office environment.
The management load that is created by a single MI is defined as an average constant value 0 ≤
Lm

cpu ≤ 1 in this model. Let QM
t (h) be the set of MIs M := {m1, ...,mw} that is located at host h at time

t. The management load of a virtualized host is defined as
∣∣∣∣QM

t (h)
∣∣∣∣ ∗ Lm

cpu.
2. Virtualization load: To execute VMs, virtualization software needs to be processed on each host that

allocates resources to VMs. Virtualization load is defined as an average constant value 0 ≤ Lh
virt ≤ 1

in this model. It depends on the host virtualization method and needs to be determined according to
the load that is created by the virtualization software. Virtualization load is defined as

lhvirt =

Lh
virt if host h is virtualized,

0 else.

3. Migration load: The processing of a migration (MI or PDE) creates load on source and target host.
Migration load depends on the number of migrations that a host performs at time t. Migration load is
defined as an average constant value 0 ≤ Lh

mig ≤ 1 in this model. Let Mh
t be the number of migrations,

host h is involved in at time t. The migration load of a virtualized host is defined as Mh
t ∗ Lh

mig.
4. Migration delay: If a host is only active in order to migrate a PDE to another host without providing

any other active PDE, this migration consumes additional power. Migration delay depends on the
time period that a migration lasts and is already included within the power consumption model: If a
host h is involved in a migration at time t, then 1{ON}(st(h)) = 1. Therefore, the host is considered to
be active and consumes power accordingly.

The load of a host h with respect to workload, virtualization, and management overhead at time t is

lhcpu(t) =
∣∣∣∣QP

t (h)
∣∣∣∣ ∗ lp

cpu(t) +
∣∣∣∣QM

t (h)
∣∣∣∣ ∗ Lm

cpu + lhvirt + Mh
t ∗ Lh

mig,

where 0 ≤ lhcpu(t) ≤ 1. The general power consumption model of a host h at time t that models virtualized
hosts as well as ordinary hosts is defined as

Ph
virt(t) = 1{OFF}(st(h)) ∗Ch

o f f + 1{S US P}(st(h)) ∗Ch
susp + 1{ON}(st(h)) ∗

(
Ch

idle + Wh
cpu ∗ lhcpu(t)

)
. (3)

For ordinary hosts the virtualization load is lhvirt = 0, the number of processed PDEs is |QP
t (h)| = 1, no MIs

are available |QM
t (h)| = 0, no migrations are performed Mh

t = 0, and lp
cpu(t) = Lp

cpu at any time t.
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4.2. Network power consumption model
The power consumption of an office network depends on its idle power consumption that is consumed

while the network is completely unloaded and its load. Therefore, the power consumption characteristic of
a network at time t is modelled as Pn(t) = Cn

idle + f n(ln(t)), where Cn
idle is the idle power consumption, ln(t)

is the network load in terms of consumed bandwidth of the network at time t, with 0 ≤ ln(t) ≤ 1, and f n

is a function that maps the load of the network to its power consumption. The maximum possible power
consumption Cn

max of a network calculates as Cn
max = Cn

idle + f n(1).
In [9], a linear network model is suggested to model the power consumption of the network, which is

adopted in this work. The linear network model defines the load in terms of consumed bandwidth as the
main indicator to predict the power consumption and defines a linear relation between bandwidth consump-
tion and power consumption. The linear network model is defined as f n(ln(t)) = Wn

bw ∗ lnbw(t), where lnbw(t)
is the consumed bandwidth at time t, ln(t) = lnbw(t), and Wn

bw = Cn
max − Cn

idle is the network weighing factor
that depends on the network’s performance and maps bandwidth consumption to power consumption. In
contrast to office hosts, network equipment is typically never turned off. Therefore, the network power
consumption characteristic Pn(t) of an active network at time t is

Pn(t) = Cn
idle + Wn

bw ∗ lnbw(t). (4)

The workload 0 ≤ lp
bw(t) ≤ 1 of an ordinary network at time t is caused by active PDEs in the office

environment. It depends on typical user behaviour and the applications that are typically used within the
office environment. Each individual user causes only moderate load on the overall network, where the
dynamic load variations caused by a user are are hard to predict. Dynamic user behaviour is already covered
by modelling idle PDEs and PDEs that are turned off. Detailed variations of network load caused by short
term changes in user behaviour (of a single user), however, are not considered in this model, as their impact
on the overall energy consumption is only moderate. Instead, the network load that is caused by a single
PDE is modelled as an average constant network load Lp

bw in this paper. The workload of an ordinary
network at time t is defined as lnbw(t) = lp

bw(t) = N p
act(t) ∗ Lp

bw, where N p
act(t) is the number of active PDEs at

time t in the office environment.
In addition to the ordinary network workload, load is also created by virtualization methods and PDE

management. The network overhead that is created by the virtualization and management within the office
environment consists of:

1. Virtualization load: The P2P overlay creates virtualization load 0 ≤ lnvirt(t) ≤ 1 in terms of signalling
traffic. On one hand, peers of the P2P network (i.e., all of the active hosts) send frequently messages
to MIs. This traffic is modelled as an average constant network load Ln

virt per active host. On the other
hand, MIs send frequently messages to their neighbours. This traffic is not modelled explicitly, but
included in Ln

virt. The virtualization load in the virtualized network is defined as

lnvirt(t) =


∑n

h=1 1{ON}(st(h)) ∗ Ln
virt, if network n is virtualized,

0 else,

where
∑n

h=1 1{ON}(st(h)) is the number of active hosts at time t.
2. Migration load: In the virtualized environment PDEs are migrated from host to host in order to

achieve an energy-efficient consolidation of PDEs, creating a considerable amount of network load.
Migration load depends on the number of ongoing migrations |Mt| in the office environment at time t.
Each ongoing PDE migration causes network load Ln

mig, which depends on the link capacity between
two hosts in the network and the method of migration. Migration load is defined as |Mt| ∗ Ln

mig.
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With regard to the described overhead the load of a virtualized network is modelled as

lnbw(t) = lp
bw(t) + lnvirt(t) + |Mt| ∗ Ln

mig = N p
act(t) ∗ Lp

bw +

n∑
h=1

1{ON}(st(h)) ∗ Ln
virt + |Mt| ∗ Ln

mig.

The general power consumption model of a network at time t that models networks of virtualized office
environments as well as networks of ordinary office environments is defined as

Pn
virt(t) = Cn

idle + Wn
bw ∗

(
N p

act(t) ∗ Lp
bw + lnvirt(t) + |Mt| ∗ Ln

mig

)
. (5)

For ordinary networks lhvirt(t) = 0 and lhmig(t) = 0 at any time t.

4.3. Office energy consumption

Power consumption models estimate the rate of a device’s energy consumption in watts. To determine
the energy consumption of a device, the power consumption over a period of time needs to be considered,
measured in watt-seconds or joule. Based on the power consumption characteristics illustrated in Equa-
tions (2) and (4) and on the power consumption models illustrated in Equations (3) and (5) the energy
consumption Eo(T ) of office environments within a time interval [0,T ] (e.g, a week) is defined as

Eo(T ) =

∫ T

0

n∑
h=1

Ph
virt(t) + Pn

virt(t) dt =

∫ T

0

{ n∑
h=1

1{OFF}(st(h)) ∗Ch
o f f + 1{S US P}(st(h)) ∗Ch

susp (6)

+ 1{ON}(st(h)) ∗
[
Ch

idle + Wh
cpu

(∣∣∣∣QP
t (h)

∣∣∣∣ ∗ lp
cpu(t) +

∣∣∣∣QM
t (h)

∣∣∣∣ ∗ Lm
cpu + lhvirt + Mh

t ∗ Lh
mig

)]}
+ Cn

idle + Wn
bw

[
N p

act(t) ∗ Lp
bw + lnvirt(t) + |Mt| ∗ Ln

mig

]
dt.

5. Evaluation

The evaluation of the virtualized office environment is focused on the following hypotheses: The sug-
gested virtualized office environment consumes less energy than ordinary office environments (1) in office
environments with non-efficient hardware as well as in office environments with energy-efficient up-to-date
hardware and (2) in office environments with a high number of users as well as in small office environments.

5.1. Energy efficiency proof

The energy efficiency of a system can be defined as “work done”
“total energy used” [16]. Let Ewl(T ) be the workload

(“work done”), measured in watt-seconds and caused by active PDEs of a given office environment during
a time interval [0,T ]. This workload is determined by the behaviour of the office users and identical for
different office environment architectures. Furthermore, let Eo(T ) be the “total energy used” of this of-
fice environment during this time interval, where Eo(T ) is defined in Equation (6). The energy efficiency
EEo(T ) of this office environment within a time interval [0,T ] is defined as EEo(T ) =

Ewl(T )
Eo(T ) . If two office

environment architectures are compared with regard to a given workload Ewl(T ), an architecture A is is
more energy efficient than an architecture B during a time interval [0,T ], if

EEo
A(T ) > EEo

B(T ) ⇔ Eo
A(T ) < Eo

B(T ). (7)
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Let rmc(T ), 0 ≤ rmc(T ) ≤ ch be the mean consolidation ratio of an office environment, where rmc(T ) is

the mean number of active PDEs that is processed per host during a time interval [0,T ]: rmc(T ) =

∫ T
0 N p

act(t) dt∫ T
0 Nh

act(t) dt
,

where N p
act(t) is the number of active PDEs and Nh

act(t) is the number of active hosts at time t. The mean
consolidation ratio quantifies the consolidation that is achieved within an office environment during a time
interval [0,T ].

Theorem 1 The virtualized office environment is more energy efficient than an ordinary office environ-
ment at time t, with t ∈ [0,T ], if the mean consolidation ratio rmc(T ) > 2, the number of active PDEs is

N p
act(t) >

rmc(T )
Cn

idle
Ch

idle

(rmc(T ) − 2)
, with

Cn
idle

Ch
idle
> 0, the energy consumption of suspended hosts is Ch

susp = 0, and the

energy consumption of idle hosts and network is Ch
max ≤ 2Ch

idle, Cn
max ≤ 2Cn

idle.

Proof: According to Equation (7), the virtualized office environment is more energy efficient than an ordi-
nary office environment during a time interval [0,T ], if Eo

virt(T ) < Eo
ord(T ). Furthermore, with respect to

rmc(T ), the period in which hosts are active during a time interval [0,T ] in the virtualized office environment
is defined as

∫ T
0 Nh

act(t) dt =
∫ T

0
N p

act(t)
rmc(T ) dt =

∫ T
0

∑
h∈H 1{ON}(st(h)) dt. This leads to

rmc(T ) > 2, ∀t : N p
act(t) >

rmc(T )
Cn

idle
Ch

idle

(rmc(T ) − 2)
,

Cn
idle

Ch
idle

> 0 (8)

⇒ ∀t : rmc(T ) >
2N p

act(t)

N p
act(t) −

Cn
idle

Ch
idle

>
2N p

act(t)C
h
idle

N p
act(t)C

h
idle −Cn

idle

⇒ ∀t :
N p

act(t)
rmc(T )

2Ch
idle + 2Cn

idle < N p
act(t)C

h
idle + Cn

idle

⇒

∫ T

0

N p
act(t)

rmc(T )
Ch

max + Cn
max dt <

∫ T

0
N p

act(t)C
h
idle + Cn

idle dt ⇒ Eo
virt(T ) < Eo

ord(T ) �

Theorem 1 shows that the virtualized office environment is a valid approach to save energy in office
environments. It states that a virtualized office (according to the energy consumption model) consumes
less energy than an ordinary office if a mean consolidation ratio of rmc(T ) > 2 is achieved and a minimum
number of PDEs is active. Inequation (8), however, provides only a lower bound of the mean consolidation
ratio and an upper bound of the number of active PDEs that are needed to achieve a higher energy efficiency
than ordinary office environments.

5.2. Discrete-event simulation
The discrete-event simulation is implemented in JAVA, using SIMJAVA4 in version 1.2 (University of

Edinburgh, 1997). All of the described simulations have covered 1 week of simulated time, with a resolution
of 1 min and have been repeated 20 times, using different random seeds. Each simulation run has been
initialized by one additional week of simulated time, before measuring results. Confidence intervals have
been calculated with a confidence level of 99.8% and the radius of the confidence interval is described in
the text for each illustrated graph, where confidence intervals of all curves support the trends that are visible

4SIMJAVA: http://www.dcs.ed.ac.uk/home/hase/simjava

10



in the graphs. It is assumed that the office environment consists of 100 users, where each user has a separate
host and utilises a single PDE. To parameterise the simulation according to load and energy consumption
(workload, virtualization, migration) several measurements have been performed, using a ZES LMG 500
power meter. The system under test (SUT) was based on two office hosts (Intel Core 2 Duo 6400 CPUs,
2.13 Ghz, and 2 GB RAM). Additionally, measurements were performed to validate parts of the suggested
energy consumption model: The SUT’s energy consumption has been estimated by the energy consumption
model with a mean error smaller than 8%.

It is assumed that employees work 8 h a day (working times). All of the employees start working within
a time frame of 10 min before/after 8.00 h (i.e., between 7.50 h and 8.10 h) each day, following a uniform
distribution (limited to the time frame). The working days include a 1 h lunch break. Lunch starts 4 h
after the beginning of the working day of a user and the working day ends 9 h after its beginning. Addi-
tionally weekends are modelled where the last working day of a week ends at Friday evening and the first
working day of the week starts on Monday morning. In contrast to scenarios with flexible working times,
the described work time scenario is disadvantageous for the virtualized office environment (this has been
verified in simulations). It creates a high number of simultaneous state changes of users (beginning/ending
of working days and lunch breaks), leading to parallel migrations. During the working times, periods with
and without user/PDE interaction are alternating. Periods of user/PDE interaction are modelled using an
exponential distribution with a mean of 60 min. Periods without user/PDE interaction are modelled using
an exponential distribution with a mean of 20 min. Furthermore, it is assumed that 36% of the users turn
their PDE off during nights (according to [12]). The critical time period (see Section 3) is set to ct = 25 min.
This represents a setting (determined by a series of simulations) that allows high energy efficiency in this
scenario while providing a good service availability to users.

The High energy office scenario (HighEnergy) models an office environment where the energy con-
sumption is based on characteristics of the office host Viglen Genie (Ch

o f f = Ch
low = 1 w, Ch

idle = 92 w,
Wh

cpu = 57 w). It’s the office host with the highest energy consumption that is named in the ICT footprint
commentary of the University of Sheffield data sheet [6]. The network energy consumption parameters are
taken from the Cisco Catalyst 3560G-48PS [17] (Wn

bw = 7*3 w, Cn
idle = 123*3 w) representing the 48-port

switch with the highest energy consumption of the 3560 series. The Low energy office scenario (LowEn-
ergy) models an office environment, where hosts and network consume considerably less power than in the
first scenario. The energy consumption is based on characteristics of the office host HP Compaq 8100 Elite
(Ch

o f f = Ch
low = 1 w, Ch

idle = 27 w, Wh
cpu = 37 w), which has been evaluated as one of the most energy-

efficient office hosts of the year 2010 in [18]. The network energy consumption parameters are taken from
the Cisco Catalyst 3560-48TS [17] (Wn

bw = 4*3 w, Cn
idle = 41*3 w), representing the 48-port switch with

the lowest energy consumption of the 3560 series. In both scenarios, it is assumed that the office network
consists of three 48-port switches (to support 100 users) and provides Fast Ethernet (100 Mbps). The loads
of hosts and network within the scenarios are defined as follows: The average CPU load that is created by a
PDE is set to a default of Lp

cpu = 0.23 (achieved by measurements of office applications on the SUT). This
workload limits the number of PDEs that can be processed simultaneously on a single host to ch = 4. The
average network load that is created by a single PDE is assumed to be 20% of a Fast Ethernet link, which
also allows the simultaneous processing of 4 PDEs on a single host. Accordingly, the PDE network load is
set to Ln

bw = 0.0014 (≈ 0.2 /48 ports /3 switches).
Two MIs are processed to support 100 users (P2P approaches are proved to be scalable to high numbers

of peers [19]). The MI load is set to Lm
cpu = 0.23, similar to the load caused by a PDE. Virtualization load

of hosts is set to Lh
virt = 0.05 (achieved by measurements on the SUT). Virtualization load of the network

(signalling traffic between active hosts and MIs) is supposed to be very small for 100 users, because only
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active hosts communicate with the MIs, and only when the utilisation state of a PDE changes. Each MI
supports 100 hosts with a link capacity of 24%, leading to an average link capacity of (24% + 24%)/100 =

0.48% per host and to a virtualization load of Ln
virt = 0.000033 (≈ 0.0048 /48 ports /3 switches). The user

data that is transferred between hosts during the migration of a PDE (based on delta-encoding using the
rsync tool5) consists of 600 MB virtual RAM and user data of uniformly distributed size between 200 MB
and 1000 MB, leading to a transmission between 800 MB and 1600 MB of data. The mean transition rate
is set to 5.6 MB/s (achieved by measurements on the SUT). Migration load of hosts is set to Lh

mig = 0.35,
which is the average CPU load of sender and receiver (achieved by measurements on the SUT). Migration
load on the network is set to 5.6 MB/s per link. This leads to a migration load of Ln

mig = 0.065 (≈ 0.47*2
/48 ports /3 switches). According to measurements on the SUT, time periods of booting/resuming a host are
set to 1 min and the time period of booting a PDE is set to 1 min, other times are ignored.

The first set of simulations that is illustrated in this paper is used to evaluate the impact of non-local PDE
utilisation on the energy efficiency of the suggested approach. The parameters premote and p job represent
the probability of remote work and the probability of jobs that are performed by the PDE without user/PDE
interaction (see Section 3). If both parameters are set to 0, no consolidation can be achieved as none of
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Figure 2: Mean energy consumption, p job = 0
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Figure 3: Mean energy consumption, premote = 0

the PDEs can be migrated for consolidation. The X-axis’ of Figures 2 and 3 show the parameters premote

and p job and the Y-axis’ show the mean energy consumed (in kWh). Four virtual office environments
with host capacities ch = 2, ch = 3, and ch = 4 and an ordinary office environment ord are shown. The
upper 4 curves have the annotation high and illustrate the mean energy consumption of the HighEnergy
office scenario and the lower 4 curves illustrate the mean energy consumption of the LowEnergy office
scenario. The confidence intervals of all curves have radiuses smaller than 3%. It can be observed that in
Figure 2 the virtualized office environment consumes less energy than the ordinary office environment for
premote > 0.1. The energy consumption decreases with an increasing number of remotely used PDEs as
each locally utilised PDE needs to be processed on a separate host. When the non-locally utilised PDEs are
dominating (e.g., with ch = 2 and premote ≥ 0.5), the host capacity limits the achieved savings. Similarly,
in Figure 3 the virtualized office environment consumes less energy than the ordinary office environments
for p job > 0.1. This illustrates that either a minimum of remote working users or a minimum of executed
jobs is needed to save energy within the virtualized office environment. It is important to see that both of
the parameters independently and significantly determine the energy efficiency that is achieved within the
virtualized office environment, even if the other parameter is set to 0.

5Rsync: http://rsync.samba.org
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Figure 5: Mean energy consumption

Furthermore, different numbers of office users have been simulated to evaluate the energy efficiency
of small office environments and big office environments. In this simulations premote is set to 0.3 and p job

is set to 0.6 (according to the study of [12]). It is assumed in the simulation that one 48-port switch is
active per 40 users. Figure 4 illustrates the efficiency of the virtualized office environment with regard
to an increasing number of users. The X-axis shows the number of users within the office environment
(2-200), where the number of users is equal to the number of hosts and the number of PDEs within the
office. The Y-axis illustrates the mean consolidation ratio (see Section 5.1). It can be observed that the
efficiency increases very fast with an increasing number of users until the number of users gets greater
than 30, where the gradients of the curves get very small. After this point the mean consolidation ratio
doesn’t increase significantly (this has been tested for higher numbers of users, e.g., for 1000 users). Three
important conclusions can be achieved from this simulation: (1) The virtualized office environment is more
energy efficient than an ordinary office environment for a small number of users (e.g., 10 users). This means
that the suggested office environment can be used in small office environments. (2) The mean consolidation
ratio of the virtualized office environment increases very fast and gets near the displayed maximum with
a relatively small number of 30 users. This means that even with a small number of users, high energy
savings can be achieved. (3) The virtualized office environment remains energy efficient for an increasing
number of users (up to 1000 have been simulated with an increasing number of MIs). This means that the
virtualized office environment can be applied to big offices.

These results are further evaluated in Figure 5 which illustrates the mean energy consumption of the
different office environments. The X-axis shows the number of users within the office environment (2-20)
and the Y-axis shows the mean energy consumption. The confidence intervals of the curves have radiuses
smaller than 5.75%. It can be observed that the virtualized office environment consumes less energy than
the ordinary office environment with 4 or more users in the HighEnergy scenario and with 5 or more users
in the LowEnergy scenario. The suggested architecture is further evaluated in [15, 13].

6. Conclusions and Future Work

This paper has described an energy-efficient virtualized office environment architecture that is based
on system virtualization and peer-to-peer overlays. The applied resource management consolidates office
services on a small number of hosts and turns off idle hosts to achieve energy efficiency.

The main contribution of this paper is an energy consumption model that is able to estimate and compare
the energy consumption of various office environments. Furthermore, this paper has analytically proved the
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energy efficiency of the suggested virtualized office environment and evaluated possible energy savings in
a discrete-event simulation.

In future work, the suggested architecture will be adapted to include the use of thin clients and to
cooperate with virtual desktop infrastructure solutions. Furthermore, resilience and security issues will be
considered, to foster the application of the suggested architecture in real-world office environments.
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